
INTRODUCTION 

 

Forensic phonetic research has long attempted to identify the speaker-specific characteristics of 

individuals.  Formant frequency measurements as part of acoustic analysis have been shown to have 

significant potential for between-speaker discrimination (e.g. Nolan and Grigoras 2005).  However, 

while measurements at the stable state of a vowel may reveal some speaker-specificity, it is thought 

that formant dynamics or changes in formants over time are more likely to contribute to speaker 

discrimination since they reflect not only organic differences in the physical dimensions and 

properties of the vocal tract but also articulatory movements.   

 

Nolan (1983) describes speech as a series of ‘phonetic targets’ which are interpreted by speakers of 

the same language as words with semantic meaning.  Phonetic targets are learned as part of a 

shared knowledge of a speech community, making it likely that speakers of the same variety will 

realise phonetic targets in largely the same way.  However, transitions or movements between 

sounds are individually “acquired probably by trial and error” (1997: 749) and thus are also a 

potential source of speaker-specificity.  Further, in skilled motor activities such as speech, “the 

outcome of a movement is often more important than the way we achieve the outcome” (Runeson 

1985: 6 in McDougall 2006) allowing for idiosyncrasy in the way an individual moves between 

sounds than the realisation of phonetic targets themselves.  Diphthongs are, by their nature, 

dynamic events consisting of a transition between two target sounds and are as such a good starting 

place in terms of the speaker-specific potential of formant frequency contours. 

 

Previous studies have shown that formant dynamics carry considerable speaker-specific information 

and that measurements of formant contours contribute to greater discrimination than static 

measurements.  Early research such as Greisbach et al’s (1995) study into the formant contours of 

six German long vowels highlights the importance of measurements across the complete formant 

contour rather than a single measurement at the stable state.  Further, Ingram et al (1996) 

investigated the speaker-specific potential of formant trajectories of twenty one acoustic segments, 

giving each subject and segment a Speaker Discrimination Score (SDS).  Despite the limited number 

of segments available for statistical analysis and relatively short samples, classification rates of 85% 

to 93% were achieved.  Other studies have adopted similar methods of analysing dynamic ‘strings’ of 

speech.  Rodman et al (2002) analysed ‘isolexemic sequences,’ while Eriksson et al (2004a) tested 

the vulnerability of speaker discrimination to voice imitation in the ‘isochunk’ /ljœː/.  Similarly, 



Eriksson et al (2004b) found that different languages did not affect the overall accuracy of spectral 

moments as a means of discriminating between speakers. 

 

However, the present study aims to build primarily on the work of McDougall (2004) in analysing the 

speaker-specific potential of dynamic events in diphthongs.  McDougall investigated formant 

frequency contours of /aI/ for five male Australian English speakers by providing target words in the 

context of set-sentences with differing stress placements.  McDougall (2006) further developed the 

(2004) study by fitting contours with quadratic polynomials, achieving higher rates of classification 

than with original discriminant analysis.  In both studies contours for all speakers were shown to 

differ in both shape and absolute frequency, where speaker rate and stress made little overall 

difference to classification rates. 

 

The method employed by McDougall (2004) in statistical analysis has been challenged by more 

recent studies.  Rose (2006), Kinoshita and Osanai (2006) and Rose, Kinoshita and Alderman (2006) 

all investigated the speaker-specific potential of formant frequency dynamics in a number of 

diphthongs, but with primary focus on /aI/.  These studies used likelihood ratios rather than 

discriminant analysis to judge the strength of results in a “logically and legally correct way” (Rose, 

Kinoshita & Alderman 2006: 329) according to the Daubert ruling.  Similarly, Morrison (2008) applied 

likelihood ratios to his study of Australian English /aI/, claiming that discriminant analysis has little 

value in real-life forensic phonetic casework.  

 

In this body of research formant frequency dynamics have been shown to be a valuable source of 

speaker-specificity, despite studies using various different methods.  However, the application of 

these techniques in real forensic cases is restricted as all studies elicited target sounds using 

controlled materials.  Research into formant dynamics in spontaneous speech is more limited.  

McDougall (2007) investigated formant dynamics of /uː/ in read and spontaneous speech with read-

text providing good levels of discrimination, while accuracy was much lower in unscripted speech.  

However, the results of this study are still promising.  Spontaneous speech performs above chance 

level based on just six tokens per speaker.  Since real casework situations generally involve 

spontaneous speech, further research is needed into the effects of the spontaneous condition on 

formant frequency contours. 

 

 

 



STUDY OF /aI/ 

 

This study investigates the speaker-specific potential of vowel formant contours for /aI/ in 

spontaneous Standard Southern British English (SSBE), analysing the first three formants across the 

entire diphthong trajectory.  /aI/ was chosen primarily due to the mass of previous study.  Rose, 

Kinoshita and Alderman (2006) also emphasise the value of /aI/ as a source of speaker 

discrimination.  They claim that /aI/ has three “reasonably easily measurable formants” (2006: 330) 

and that both F1 and F2 pass through a large part of the vowel space.  /aI/ is also a common 

segment in forensic speech samples. 

 

The present study builds on previous work to investigate the effectiveness of formant contours at 

discriminating between speakers in unscripted speech and assesses whether the speaker-specific 

information in read-texts is preserved across different speaking conditions relative to the results of 

previous studies.  As in McDougall (2004, 2006), it is expected that higher formant frequencies will 

contribute the most to speaker discrimination.  It is also expected, based on the results of McDougall 

(2007) that classification rates for /aI/ contours in spontaneous speech will be considerably lower 

than those found in studies using read-texts.  There are a number of reasons for this.  Almost all 

aspects of an individuals’ speech are subject to variability in the spontaneous condition (e.g. 

fundamental frequency, speaker rate).  Thus there is far more potential for variability in the 

realisation of phonetic targets and transitions due to a more relaxed, less self-conscious speaking 

style.  However, while in this study spontaneous speech is expected to yield lower classification rates 

than read-texts, the number of variable factors in spontaneous speech in real forensic casework may 

conversely contribute to greater discrimination between speakers. 

 

 

 

 

 

 

 

 

 

 

 



METHOD 

Subjects 

 

Twenty speakers taken from the Dynamic Variability in Speech (DyVis) database of SSBE were 

analysed.  All speakers were male and aged between 18 and 25.  The aim of the DyVis project is “to 

explore between-speaker variation within a population speaking a homogeneous accent” (Nolan, 

McDougall, de Jong and Hudson 2008: 6).  In the present study it was important that accents were, 

as far as possible, homogeneous, as it was hoped that discriminating features in formant contours 

would reflect speaker-specific, rather than accent differences.  SSBE was chosen for the DyVis 

database since speakers are widely available at the University of Cambridge and although 

concentrated in the south-east of England, SSBE has long been a prestige norm outside of this area.  

 

However, demographics were only loosely controlled.  As a prestige norm, SSBE is not exclusively 

localised, yet DyVis subjects were not controlled according to geographical background or 

bilingualism.  Potential applicants were self-defined speakers with a ‘standard southern accent’ and 

screening was based on a limited number of phonetic variables and the judgement of a speaker 

native to SSBE. 

 

 

Materials 

 

Subjects were recorded in a simulated police interview (Task 1) which aimed to “elicit spontaneous 

speech in a situation of ‘cognitive conflict,’ where speakers were made to lie” (2008: 8).  In this task, 

the subject assumed the role of a criminal involved in heroin trafficking.  The subject was provided 

with a PowerPoint presentation, controlled by the interviewer, containing names and pictures which 

would establish their background story.  Subjects were asked to mention all information in black and 

avoid incriminating evidence in red.  Target words were included in the PowerPoint slides where 

possible, to ensure they were elicited for each subject.  A full list of the target words for /aI/ can be 

found in Appendix 1.  Between eleven and fifteen tokens per speaker were elicited (see Appendix 2).  

DyVis Task 1 was chosen for investigation as elicited speech was, so far as possible, both 

spontaneous and linguistically controlled.  The simulated police interview is a method of eliciting 

speech under similar stress conditions to real suspects in real cases.   

 

 



Figure 1 – A slide taken from DyVis Task 1 

 

 

 

Recording 

 

Recordings of subjects were made in the sound-treated room in the Phonetics Laboratory of the 

Department of Linguistics at the University of Cambridge and sessions for Task 1 usually lasted 

around twenty minutes.  The recordings were made with a Marantz PMD670 portable solid state 

recorder with a sampling rate of 44.1 kHz and are of studio quality.  Subjects were seated with a 

Sennheiser ME64-K6 cardioid condenser microphone positioned about 20 cm from his mouth.  All 

audio recordings were initially saved as .wav stereo files.  Later, the stereo tracks were split using 

Sony Sound Forge version 9.0, leaving only the left hand channel.  By removing the right channel, 

interference in the spectrogram was reduced and the files were halved in size.  The samples from 

DyVis Task 1 were accompanied by a text grid containing an orthographic transcription of the 

subject’s speech and analysis was performed using Praat version 5.0.47.  Finally, following memory 

difficulties due to the large file size on Praat, the audio files were reduced to half their size again 

using Switch Sound File Converter version 2.01 and a sampling rate of 11025 Hz.  Despite lowering 

the quality of the audio signal, waveform and spectrogram representations were largely unaffected. 

 

 

 

 



Isolating target sounds 

 

The sounds adjacent to /aI/ were carefully controlled in the DyVis material, such that the diphthong, 

where it occurs in target words, is always flanked by plosives or voiceless fricatives.  Primarily, this is 

because /aI/ can be more easily isolated from adjacent plosives and fricatives, thus allowing for 

more accurate analysis of the target sound. 

 

To the orthographic transcription tier, two more tiers were initially added to the text grid using 

Praat; one marked ‘/aI/’ and the other marked ‘PRICE Words.’  Only fully formed target words were 

included in the analysis of /aI/ such that wrongly pronounced words like ‘pightly’ (015-1-060324) 

and ‘pipeworps’ (022-1-060330) were rejected.  Primarily the boarders of sounds were judged 

according to the waveform.  This method was chosen partly to remove interference from the right 

hand channel, which may be picked up in the spectrogram.  Using the waveform also allows points 

of transition between sounds to be identified more precisely.  Where /aI/ is preceded by voiceless 

sounds, the beginning of the vowel was judged as the start of periodic energy in the waveform.  

Generally, this also matched the beginning of strong formant bands in the spectrogram.  As all 

tokens of /aI/ were followed by voiceless plosives, a method of marking the end of energy in the 

waveform as the end of /aI/ was adopted.  All boundaries were also moved to the nearest zero 

crossing to determine the exact point at which the sound begins, thus ensuring further accuracy. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Figure 2 – Sound file and text grid of ‘skype’ for speaker 1 before channels were split 

 

 

 

There were, however, a number of problems associated with the isolation process.  The 

spontaneous condition itself is problematic, especially where target words occur in the proximity of 

/r/ and /w/.  Connected speech processes are common in unscripted speech and make the isolation 

of individual lexical items difficult.  In cases where target words are followed by /r/ (‘pighty road’) or 

instances of linking-r (‘typesette/r/ at’), the end of the target word was judged according to a change 

in F3, where /r/ is marked by a dip in F3 and also auditorily.   

 

Secondly, where an aspirated stop is followed by a voiceless fricative in the following word, it was in 

some cases difficult to split the two sounds.  Turk et al (2006) claim that “some types of frication 

noise can be difficult to distinguish from aspiration noise on waveform displays” (2006: 6).  However, 

“aspiration noise is spectrally different from the adjacent fricative noise and often contains voiceless 

formant energy” (2006: 10).  Therefore, the end of aspiration was judged as a noticeable spectral 

change or by using auditory analysis.   

 

Thirdly, where words beginning with initial plosives occur at the beginning of utterances or following 

a pause, it was decided for the sake of consistency to judge the start of the plosive as the transient 



burst upon release.  This is because it is impossible to estimate the start of the hold phase when 

there is no energy in the waveform or spectrogram.   

 

Finally, despite primarily isolating /aI/ according to the waveform, it was difficult to accurately 

delimit the sound where the end of periodicity in the waveform did not match that in the 

spectrogram.  In such circumstances, the end of /aI/ was judged as encompassing all F2 energy in the 

spectrogram, as in the method used by McDougall (2004).  However, where there was still energy in 

the waveform and the sound audible, boundaries were extended. 

 

 

Measurements 

 

Prior to formant measurements, an Excel file was set up and each token of /aI/ for each sample was 

marked with the optimum number of formants to be tracked by Praat.  This was required to yield 

the most accurate measurements.  While the number of formants remained fairly stable, at least 

within speakers, there were exceptions.  In such cases, individual tokens required different numbers 

of formants to be tracked, meaning they would need to be analysed separately.  In an attempt to do 

this systematically, further tiers were added to the text grids.  Thus for Speaker 1 there were five 

tiers including orthographic transcription, ‘/aI/ 5.5’, ‘/aI/ 6.0’, ‘/aI/ 6.5’ and ‘PRICE Words.’  All tokens 

were also numbered individually. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Figure 3 – Finished sound file and text grid for Speaker 1 after channels were split 

 

 

 

A Praat script was used to measure formants at time-normalised percentage steps.  The script 

divides the diphthongs into ten equal intervals and measurements for the first three formants were 

taken at each point.  The script was amended from McDougall’s (2007) study.  As such, previous file 

pathways were replaced with the locations of sound and text files for /aI/ in the ‘useroptions’ 

section.  Furthermore, a text file called ‘intervals.txt’ was set up in which each token was listed 

according to its tier (see Appendix 3).  Initial problems in running the script were overcome by 

including the ‘common.praat’ file in the target inventory, as the script invokes this file. 

 

 

 

 

 

 

 

 

 

 

 



RESULTS 

 

Averages at each +10% step were taken from each token.  The averages reflect the overall trend for 

each speaker’s individual formant contours.  Mean formant frequencies are also more effective at 

distinguishing between speakers, since McDougall claims that “a single measurement of (the) 

variable is insufficient to characterise any of the speakers” (2004: 110).  Figure 4 shows the mean 

formant frequencies for the individual contours for each speaker.   

 

There are general expected trends in the formant contours of all speakers as a group.  F1 increases 

marginally in the +10% to +40% region, followed by a decrease of around 400Hz.  There is an overall 

increase in F2 within the range of around 1100Hz and 2000Hz.  In F3 there is some minimal decrease 

in frequency for some speakers, however for the majority the overall contour remains fairly stable.  

Despite such general trends across speakers, the mean frequency measurements show that there is 

significant between-speaker variation in the shape and absolute frequency of each of the first three 

formant contours.  Variation between speakers appears to be greatest in F3, where at any given 

+10% step, speakers’ contours are spread over a range of about 700Hz.  However, there is also 

significant variation in the lower formant frequencies.  At given +10% steps, variation between 

speakers in the first and second formants is also apparent.  For instance, the +90% step for F2 shows 

contours spread over a range of 650Hz, while at +10% the contours are condensed within a range of 

around 200Hz.   

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 



 



 



 



Speaker discrimination may also be based on a single formant contour rather than all three.  An 

individual may have a distinctive F3, yet also be hard to distinguish from other speakers based on F1 

and F2.  Figure 5 displays the formant frequency contours of the speakers showing the greatest 

divergence from one another at any given +10% step.  The figures highlight the importance of 

multiple measurements of formant frequencies for speaker discrimination. 

 

 

Figure 5 – Speaker contours showing the greatest variation at each +10% step 

a. F1: 
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b. F2: 

 

 

 

c. F3: 
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Figure 6 presents the mean plots of F2 against F1.  This represents the mean trajectories of /aI/ for 

each speaker within the traditional vowel space and the articulatory movement in creating the 

diphthong.  Such trajectories highlight the between-speaker variation which is also apparent in the 

figures above.  Unsurprisingly the overall trajectory of articulatory movement within the mouth is 

similar across all speakers, crossing diagonally with decreasing F1 and increasing F2.  However 

individuals vary in terms of both onset and offset positions.  If /ə/ is judged as having a 500Hz F1 and 

a 1500Hz F2 (Johnson 1997: 84) for the average male, it is clear that all trajectories start back of /ə/.  

On the assumption that all subjects have a homogeneous accent, a back vowel in this position could 

be judged as an accent feature rather than a speaker-specific one.  However, despite all starting as 

back vowels, the onset positions do vary considerably between-speakers in terms of height and 

relative frontness, with Speaker 19 displaying a very central F1 onset position and little F1 

movement across the trajectory, while Speaker 3 has a very open onset position and large F1 

movement of almost 350Hz.  There is also considerable between-speaker variation evident in F2.  

For example, Speaker 22 has a broad trajectory which passes through a wide range of F2 

frequencies, whereas Speaker 8 has an almost vertical trajectory with very little F2 movement. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Figure 6 – Mean frequencies of the first and second formants plotted against each other at each 

+10% step of /aI/ 

 

 

 

Despite the between-speaker variation apparent in the mean formant frequency measurements, 

there is also significant within-speaker variation.  Table 1 shows the mean formant measurements 

taken at the +50% step of F3 and the standard deviation for each speaker at the same point.  The 

standard deviation represents the amount of within-speaker variation present in the formant 

contours of all tokens at +50% of F3.  Similarly, Figure 7 shows the individual formant contours for 

each token produced by Speaker 8.  This highlights the considerable within-speaker variation found 

in the formant contours of spontaneous speech, particularly in F3.  Speaker 8 was chosen here as 

this individual is one of the most distinctive based on mean formant measurements.  As in 

McDougall (2004), different adjacent sounds may be responsible for within-speaker variation 

particularly at the extremes of the contours.   
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Table 1 – Mean formant frequencies for each speaker at the +50% step of F3 and (+/-) standard 

deviation 

Speaker F3 +50% step (Hz)   

  Mean Standard Deviation (+/-) 

1 2581 119 

2 2505 143 

3 2712 392 

4 2333 83 

6 2386 119 

8 2123 204 

9 2516 194 

10 2701 90 

11 2490 134 

12 2488 67 

13 2206 74 

15 2337 98 

16 2638 104 

17 2470 117 

18 2177 68 

19 2328 68 

20 2469 140 

21 2092 163 

22 2818 154 

23 2259 157 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 



In considering both between- and within-speaker variation, discriminant analysis is used in this study 

as a means of statistical analysis which encompasses both forms of variation.  The methods and 

results of discriminant analysis are discussed in the following section. 

 

 

Discriminant Analysis 

 

Multivariate discriminant analysis is a technique for assigning group membership based on a number 

of predictors.  In the present study such an analysis can predict which speaker produced a given 

formant contour based on the frequency measurements for each formant, where each token acts as 

either a known or unknown value.  Unknown cases are assigned to a speaker according to the 

measurements for known cases.  Thus speaker-specificity is represented as a percentage in terms of 

the likelihood of the unknown contour being assigned to the correct speaker.   

 

Initially, formant frequency measurements for each token were entered into a spreadsheet using 

SPSS Statistics version 17.0, with each row containing a single token.  Univariate outliers were 

identified by generating z-scores for each measurement and values greater than 3.29 were omitted 

from the analysis.  Therefore, extreme values which may “distort statistics” (Tabachnick and Fidell 

1996: 72) were removed and the data set as a whole was standardised.  Known and unknown tokens 

were decided using the ‘leave-one-out’ method where each token consecutively acts as the 

unknown value generating a percentage of cross-validated grouped cases which are correctly 

classified.   

 

k (speakers) = 20 

p (predictors) = 27 max. 

n (no. of tokens) = 11 – 15  

 

Discriminant analysis was performed using combinations of the 27 formant frequency variables 

available (9 % steps x 3 formants).  However, discriminant analysis requires the maximum number of 

predictors to be less than the smallest number of tokens for any speaker.  This is primarily because 

“the power of analysis is lowered because of reduced degrees of freedom” (McDougall, handout p.3) 

when p is greater than n.  Therefore the maximum number of predictors was limited to 10.  The first 

combinations of predictors tested were taken from McDougall (2004: 117) and are presented in 

Table 2. 



Table 2 – Initial combinations of predictors used in discriminant analysis 

% steps 50% 10%, 50%, 90% 10%, 30%, 50% 

      70%, 90% 

F1 1 3 5 

F2 1 3 5 

F3 1 3 5 

F1 + F2 2 6 10 

F2 + F3 2 6 10 

F1 + F3 2 6 10 

F1 + F2 + F3 3 9   

 

 

The classification rates based on the combinations above are shown in Table 3.  Clearly classification 

increases with the number of predictors, with rates spread over a range of 13.5% to 46.6%.  

Furthermore, predictors from all three formant contours generate higher classification rates than 

combinations using only one or two formants.  This is highlighted by 9 predictors from F1, F2 and F3 

yielding a higher classification rate than combinations of two formants using 10 predictors.  F3 

contributes the most to the discriminant analysis, since predictor combinations for F3 have 

significantly higher classification rates than those for F1 or F2.  Similarly, there is greater 

discrimination in combinations which include F3 predictors than those which don’t.  A further trend 

which emerges in F2 and F3 is a decrease in classification from 5 to 9 predictors.  In F2, even the 3 

predictor combination generates a higher classification rate than the 9 predictor combination.  

Although not a significant decrease, potential reasons for this are explored in the Discussion section. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Table 3 – Classification rates for the first predictor combinations tested in discriminant analysis 

  Number of predictors Classification rate 

F1 1 13.5% 

  3 15.2% 

  5 17.5% 

  9 20.0% 

F2 1 11.4% 

  3 18.1% 

  5 19.3% 

  9 17.8% 

F3 1 18.3% 

  3 28.0% 

  5 32.3% 

  9 30.8% 

F1 + F2 2 19.0% 

  6 27.9% 

  10 33.3% 

F2 + F3 2 24.5% 

  6 37.2% 

  10 40.7% 

F1 + F3 2 29.3% 

  6 40.7% 

  10 45.2% 

F1 + F2 + F3 3 36.6% 

  9 46.6% 

 

 

Since greater numbers of predictors were shown to increase classification in most cases, further 

combinations of predictors were tested in an attempt to generate the highest possible classification 

rates from the data available.  F-ratios for each predictor were established by running univariate 

ANOVAs.  The predictors with the highest F-ratios contribute the most to classification and the 10 

predictors with the highest F-ratios were included in further testing (see Appendix 4).  The predictors 

included in this analysis are shown in Table 4.  Predictors from F3 were once again shown to 

contribute the most to discrimination with the first 70% of the F3 contour in the ten highest F-ratios. 

 

 

 

 

 

 



Table 4 – Predictors with the highest F-ratios included in further discriminant analysis 

  Predictors included Predictors omitted  

F1 40%, 50% 10%, 20%, 30%, 60%, 70%, 80%, 90% 

F2 20% 10%, 30%, 40%, 50%, 60%, 70%, 80%, 90% 

F3 10%, 20%, 30%, 40%, 50%, 60%, 70%  80%, 90% 

 

 

Discriminant analysis based on the 10 predictors with the highest F-ratios generated a classification 

rate of 47.2%.  F3 predictors contribute the most to this classification, however comparison with the 

30.8% classification rate for the whole F3 contour shows that the +80% and +90% steps offered little 

to overall discrimination.  Further, the classification rate based on F-ratios is only marginally greater 

than that for the combined 10%, 50% and 90% analysis of F1, F2 and F3, despite having one more 

predictor.  The scatterplot of the discriminant scores from the analysis based on F-ratios is presented 

in Figure 8. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Figure 8 – Scatterplot of discriminant functions one and two plotted against each other for each of 

the twenty speakers from the 10 predictors which generated the highest classification rates (those 

with the highest F-ratios) 

 

 

 

The scatterplot is a visual representation of the functions yielded in the discriminant analysis.  Due 

to the high number of speakers there is considerable overlap in ‘speaker space’ particularly at the 

centre of the figure where values for both functions are around 0.  However, that certain speakers 

can be isolated even to an extent shows that some discrimination based on this analysis is possible. 

 

 

 

 

 

 



As a means of comparison with static time-slice measurements, discriminant analysis was performed 

with the predictors roughly at the points where single measurements would be taken.  Since /aI/ 

consists of two phonetic targets with individual stable states, the predictors included were the +20% 

and +70% steps of each formant.  These points were thought to represent as accurately as possible 

the points at which the vowel formants reach the steady state.  The results of this analysis are shown 

in Table 5. 

 

 

Table 5 – Classification rates for analyses of the steady state of vowel formants for /aI/ 

Stable-state comparisons   

  20%, 70% Classification rate 

F1 2 16.8% 

F2 2 19.8% 

F3 2 21.7% 

F1 + F2 + F3 6 45.5% 

 

 

The combination of 6 predictors at the +20% and +70% steps have been shown to generate a 

classification rate of 45.5%.  This is significant when compared to the 47.2% classification rates from 

F-ratios.  Despite considerably fewer predictors, this ‘static’ analysis yields classification of only 1.7% 

less than F-ratios and is considerably higher than any of the individual complete contour analyses or 

even the analyses of two formant combinations.  This challenges the accepted view that dynamic 

measurements of formant frequencies contribute to significantly greater overall discrimination than 

static measurements.  While the 10 predictor analysis based on F-ratios is better than the ‘static’ 

analysis, the difference is only marginal.  In terms of the economy of predictor usage, the ‘static’ 

analysis generates the greatest classification rate from the fewest predictors.  The implications of 

this are discussed in the following section. 

 

 

 

 

 

 

 



DISCUSSION 

 

The results above have shown that formant frequency contours do contain considerable speaker-

specific information.  Differences in contours for the first three formants highlight between-speaker 

variation in the way individuals move their articulators in the production of /aI/ in spontaneous 

speech.  This is apparent in both the mean formant frequencies and discriminant analysis.   

 

It was found that F3 contributed the most to overall speaker discrimination, primarily due to the 

wide range of frequencies within which the contours for each speaker were situated, despite overall 

contour shapes being similar across speakers.  This finding lends further support to the results of 

McDougall (2004), which similarly found that F3 embodies more speaker-specific information that F2 

or F1.  This is because the first two formants are important in determining perceived vowel quality.  

As such, variation in F1 and F2 is limited if the phonetic target is to be accurately perceived.  

However, F3 is “associated with resonances of smaller cavities of the vocal tract...which undergo 

little change during the production of different vowels” (Rose 2002: 37).  F3 has also been shown to 

contribute the most to discriminant analysis in yielding the highest F-ratios and a classification rate 

of 30.8% from across the whole contour compared with 20% for F1 and 17.8% for F2. 

 

The classification rates generated in this study are, as expected, considerably lower than those in 

previous studies into formant contours using controlled materials.  McDougall (2004) achieved 

classification rates of between 88% and 95%.  However, the results of the present study are 

promising nonetheless.  McDougall used 20 predictors to generate the highest classification rates, 

where only a maximum of 10 were available in this investigation.  The classification rates for F1 

(20%) and F2 (17.8%) are also higher than those found in McDougall’s (2007) study of spontaneous 

SSBE /uː/ with an F1 classification of 19% and F2 of 9%.  Furthermore, classification rates were found 

to be significantly higher than the chance rate of correct classification (5%), highlighting that formant 

contours in spontaneous speech are capable of fairly accurately discriminating between speakers. 

 

Classification in discriminant analysis has generally been shown to increase with the number of 

variables.  In this way the results are again consistent with McDougall (2004) which found that 

greater classification rates were yielded as the number of predictors in the analysis was increased.  

Therefore the highest classification rates were based on frequency measurements from throughout 

the contour of each formant rather than a single predictor.  However, interestingly in F2 and F3 

analyses classification rates decreased as further predictors were added.  McDougall (2004) found 



similar results in the classification rates for analyses of all three formants using 15 and then 20 

predictors, where the 15 predictor combination yielded a marginally higher classification rate than 

the 20 predictor combination.  McDougall suggests that there is a point at which adding further 

dynamic elements to the analysis contributes little to speaker discrimination.  In the present study 

the same was found with far fewer predictors, suggesting that 5 predictors may be adequate at 

capturing discriminating information within the formant contours of this data set.  With only a small 

difference in the classification rates of 5 and 9 predictors, the cause it not entirely clear. Excess noise 

within the sample may be responsible.  Further investigation into this phenomenon is needed. 

 

Perhaps most significantly the results of discriminant analysis found only a slight increase in 

classification rates for the ‘static’ 6 predictor analysis and the 10 predictor analysis based on F-ratios.  

This suggests that, just as above, some analyses of formant frequency contours may well be 

adequately performed with fewer predictors.  Further, that discrimination based on +20% and +70% 

of each of the first three formants generated such a high classification rate questions how much 

better dynamic events are at speaker discrimination than such static measurements.  The results 

show that measurements from across the formant contour are better at speaker discrimination than 

a single measurement; however it is not necessarily the case that the maximum number of 

predictors yields the highest classification rate.    

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



CONCLUSION  

 

The frequency contours of the first three formants for /aI/ in Standard Southern British English have 

been shown to contain considerable between-speaker variation, suggesting that speaker-specific 

information found in studies using controlled materials is preserved in the spontaneous condition, at 

least to some extent.  Discriminant analysis has generated a classification rate of 47.2%, which 

although considerably lower than studies using read texts, highlights that speaker-specificity is 

nonetheless still apparent.  While dynamic events have been shown to contribute to greater speaker 

discrimination, the findings of this study suggest that the difference between dynamic and static 

measurements is not as large as first expected.  Further investigation is required into a more 

practical method of extracting the greatest amount of speaker-specific information in formant 

contours from the fewest predictors. 

 

The findings of this study underline the need for further research into formant frequency contours in 

spontaneous speech.  Research is required into the robustness of formant contours to the effects of 

telephone transmission, primarily due to the vast quantity of forensic recordings made via the 

telephone.  Vowel formants, particularly those around the boarders of the band-pass frequencies 

(300-3400Hz) are likely to be artificially altered by the ‘telephone effect’ (Künzel 2001, Byrne & 

Foulkes 2004).  This is “especially pertinent to the first formant of vowels with intrinsically low first 

formants, such as latter portions of /aI/” (Morrison 2008: 258).  Systematic research is also needed 

into the individual effects of adjacent sounds on formant frequency contours.  It is hoped that 

further research may be able to contribute towards a more practical application of speaker 

discrimination using formant contours in real forensic phonetic casework. 
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Appendix 1. 

 

Target items elicited in DyVis Task 1: 

/aɪp/ /aɪt/ /aɪk/ 
type heights bike 

pipeworks kite pike 

typesetter tightrope hike 

hypermarket pighty sky-coloured 

skype  tyke 

 

Appendix 2. 

 

Target items per speaker: 

File Name Target Items Total Number 

001-1-060310 skype/ typesetter/ sky-coloured/ 
tightrope/ pipeworks/ kite/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike 

13 

002-1-060313 skype/ skype/ typesetter/ 
typesetter/ tightrope/ kite/ kite/ 
pighty/ hypermarket/ hike/ tyke/ 

pike/ heights/ bike/ bike 

15 

003-1-060313 skype/ typesetter/ tightrope/ kite/ 
kite/ pipeworks/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike/ bike 

14 

004-1-060314 skype/ typesetter/ tightrope/ kite/ 
pipeworks/ hypermarket/ hike/ 

tyke/ pike/ heights/ bike 

11 

006-1-060315 skype/ typesetter/ sky-coloured/ 
tightrope/ pipeworks/ kite/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike/ bike 

14 

008-1-060316 skype/ typesetter/ tightrope/ kite/ 
kite/ pipeworks/ pighty/ 

hypermarket/ hike/ tike/ pike/ 
heights/ bike/ bike 

14 

009-1-060320 skype/ typesetter/ sky-coloured/ 
tightrope/ kite/ pipeworks/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike/ bike 

14 

010-1-060322 skype/ typesetter/ sky-coloured/ 
tightrope/ pipeworks/ kite/ kite/ 
pighty/ hypermarket/ hike/ tyke/ 

pike/ heights/ bike/ bike 

15 

011-1-060322 skype/ typesetter/ type/ sky-
coloured/ tightrope/ kite/ 

pipeworks/ pighty/ hypermarket/ 
hike/ tyke/ pike/ heights/ bike/ 

bike 

15 



012-1-060323 skype/ typesetter/ typesetter/ 
tightrope/ kite/ pipeworks/ pighty/ 
hypermarket/ hypermarket/ hike/ 

tyke/ pike/ heights/ bike  

14 

013-1-060323 skype/ typesetter/ type/ sky-
coloured/ tightrope/ pipeworks/ 
pighty/ hypermarket/ hike/ tyke/ 

pike/ heights/ bike 

12 

015-1-060324 skype/ typesetter/ sky-coloured/ 
tightrope/ kite/ pipeworks/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike 

13 

016-1-060324 skype/  typesetter/ sky-coloured/ 
type/ tightrope/ pipeworks/ kite/ 
pighty/ hypermarket/ hike/ tyke/ 

pike/ heights/ bike 

14 

017-1-060327 
 

skype/ typesetter/ sky-coloured/ 
tightrope/ kite/ pipeworks/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike 

13 

018-1-060327 skype/ typesetter/ sky-coloured/ 
tightrope/ kite/ kite/ pipeworks/ 
pighty/ hypermarket/ hike/ tyke/ 

pike/ heights/ bike/ bike 

15 

019-1-060328 skype/ typesetter/ sky-coloured/ 
tightrope/ kite/ pipeworks/ pighty/ 

hike/ tyke/ pike/ pike/ heights/ 
bike/ bike 

14 

020-1-060328 skype/ typesetter/ sky-coloured/ 
tightrope/ pipeworks/ kite/ pighty/ 

hypermarket/ tightrope/ hike/ 
tyke/ pike/ heights/ bike 

14 

021-1-060329 skype/ typesetter/ sky-coloured/ 
tightrope/ kite/ pipeworks/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
heights/ bike/ bike 

14 

022-1-060330 type/ skype/ typesetter/ sky-
coloured/ tightrope/ pipeworks/ 
kite/ kite/ pighty/ hypermarket/ 
hike/ tyke/ pike/ heights/ bike 

15 

023-1-060331 skype/ typesetter/ sky-coloured/ 
tightrope/ pipeworks/ kite/ pighty/ 

hypermarket/ hike/ tyke/ pike/ 
bike 

12 

 

 

 

 

 

 

 



Appendix 3. 

 

intervals6.0.txt – Speaker 001 (tier ‘/aɪ/ 6.0’): 

aI: 1 

aI: 2 

aI: 4 

aI: 5 

aI: 6 

aI: 7 

aI: 9 

aI: 10 

aI: 12 

aI: 13 

 

Appendix 4. 

 

F-ratios for each predictor used in discriminant analysis  

Tests of Equality of Group Means 

  
Wilks' 

Lambda F df1 df2 Sig. 

F340 .278 31.928 19 234 .000 

F330 .289 30.266 19 234 .000 

F350 .291 30.067 19 234 .000 

F360 .297 29.218 19 234 .000 

F320 .352 22.625 19 234 .000 

F370 .392 19.065 19 234 .000 

F310 .419 17.079 19 234 .000 

F220 .479 13.405 19 234 .000 

F140 .490 12.833 19 234 .000 

F150 .505 12.073 19 234 .000 

F380 .523 11.246 19 234 .000 

F160 .543 10.359 19 234 .000 

F230 .546 10.232 19 234 .000 

F130 .578 9.002 19 234 .000 

F240 .590 8.566 19 234 .000 

F250 .638 6.997 19 234 .000 

F210 .639 6.957 19 234 .000 

F270 .641 6.895 19 234 .000 

F390 .642 6.872 19 234 .000 

F170 .652 6.580 19 234 .000 

F120 .660 6.343 19 234 .000 

F260 .660 6.336 19 234 .000 

F280 .693 5.450 19 234 .000 

F110 .703 5.213 19 234 .000 

F180 .726 4.646 19 234 .000 

F290 .762 3.841 19 234 .000 

F190 .794 3.188 19 234 .000 
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